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Abstract. Grid and voluntary computing are well-established solutions for
delivering high-performance computational power to e-Science projects.Mdogwet
all labs can effectively benefit from these technologies, as thaldweed to have
high-visibility projects and/or highly qualified personnel. The OurGrid propcs#ab
offer a complete solution for building an open free-to-join grid, where no human
interaction is required to allow one to join the grid. In this paper we repor
experience in designing, implementing and deploying a grid infrastructure based on
the OurGrid middleware. In particular, we focus on two main challengesurgy and
scalability. We discuss these issues and present a brief descryftive solutions
proposed by us to address them.

1. Introduction

Nowadays, grid computing solutions can be broadly divided into two categori
Globus-based solutions and voluntary computing solutions. The first category
congregates most grids in production today (e.g., TeraGrid - wvagrtdrorg,
NAREGI — www.naregi.org), which deploy the Globus middleware on ilolig&d
resources often with a specific purpose and a restricted comnofinisers. Installing,
configuring, and customizing the Globus middleware is not a trig&d, and today
requires a highly skilled support team. Moreover, joining such grids invodve
negotiation process that consumes time and may place playersmaller amounts of
resources in a disadvantageous position in relation to larger plajeessecond
category includes voluntary computing solutions, such as BOINC [1], winigiose a
way of harvesting idle computing power of users that are witlingontribute to one
or more projects. While these solutions can potentially congregidtens of users,
they depend on setting up a large control center that will be rekjgofa managing
the resources contributed to the system. Moreover, a lot of effedsrto be placed in
convincing resource owners to install the software that will atleewn to contribute
their resources to the system. Thus, voluntary computing solutionsy@ically
restricted to high-visibility projects from prestigious institutions.

Therefore, if for one side the massive use of computergdmarchers fosters
amazing developments, for the other side it contributes to incesasemore the gap
between the research that can be conducted at the few largecheksbs that can
afford the cost of implementing the above mentioned technologies anzbtithtcted
by the majority of small labs that cannot. To address this proliernave developed
OurGrid, a grid middleware that allows all size labs to donateitle computational
resources in exchange for accessing other labs’ idle resources wheth [2¢ede



OurGrid can be used to create, in a simple way, a very laege-to-peer
computational grid for the execution of bag-of-tasks (BoT) applicati®@ince its
beginning, OurGrid was conceived to be fast, simple, scalable andesdechnical,
administrative and social issues make these requirements vdlisngiray on a peer-
to-peer grid over the Internet. In the rest of this paper we digbesmain challenges
in this endeavor; section 2 addresses scalability, section 3wlidalsecurity issues,
section 4 present some comments on the incentive mechanism alydWmakresent a
conclusion on section 5.

2. Dealing with Scalability

OurGrid was designed to be fully peer-to-peer. Each OurGrid iReethe necessary
logic to manage a group of machines on which instances of thikeewwammponent are
deployed. Peers receive requests sent by end-user’s brokersigMgp@Giponent) and
try to find suitable machines by checking at its local worker poal forwarding the
request to other peers. Until recently, the fully peer-to-peeorvikiad not been
implemented as the bootstrap procedure relied on a centralized camnpdoesover,
peers had to broadcast users’ requests to all known peers, causiogssangnetwork
flood and limiting scalability.

The current resource discovery mechanism relies on NodeWiz|adblscand
fault-tolerant Grid Information Service (GIS) that is optindizer rich queries. A
NodeWiz network is composed by a set of peers that that collgcttere adverts
from service providers and answer to client queries. Adverts anceguray specify
values for any number of attributes. Moreover, values can repressygsr on the
attribute space [3] [4].

On the OurGrid scenario, a NodeWiz network is used to allow Quifigers
to find suitable machines for its users’ requests. EverythinguaGi@ peer needs to
know is the address of one peer of the NodeWiz network, to which litsmbimit

Figure 1. Integration between OurGrid and NodeWiz
networks



gueries (client role) and advertise its own resources (sepvaader role). A query
answer will contain a subset of the community peers, specifidhibse that have
advertised resources that match the request specification. Téemsmthat the
requesting peer will only forward the request to those spgmsfecs, with no need of
broadcasting to the whole community.

The fact that NodeWiz is optimized for multi-attribute rangeeries is
especially useful, since grid machines made available on the @uw@nmunity are
described using more that one attribute, such as memory size,spgédd, CPU
architecture and operating system. Also, users’ queries ahg tikeontain ranges of
values (e.g. MEM > 512).

Figure 1 shows the integration between the OurGrid and NodeWiz hketwor
The networks are independent and there is no rule stating thatwaoré like to set
up an OurGrid peer also needs to set up a NodeWiz peer. Thus, more than one OurGrid
peer may be served by a single NodeWiz peer.

3. Providing Security

The main security requirement that OurGrid tries to addregsotecting resources
from malicious applications that may try to damage them or obtairauibrorized
information from them. OurGrid currently provides SWAN (Sandboxingh@iit A
Name), a sandboxing mechanism based on the Xen virtual machine mibniteets
the security requirement by limiting the applications rightstgovirtual machine,
including restricted access to the network and file systems.

On recent works, we have also extended SWAN to use VNET, alloweg t
creation of secure networks of virtual machines [5], and allowhegusage of a site
wide storage area [6].

Although being efficient, this solution is not trivial to instakquiring some
advanced knowledge and it does require changes in the operatieny.sfidto, it may
go beyond most OurGrid users’ needs, who might be satisfied \mblesi solutions.
In fact, our experience has shown that it is hard to devise asipedits-all” security
solution for a free-to-join grid.

Currently we are designing and implementing additional solutionsrto &
security portfolio that suits a wide range of users. These solutiohgle a key-based
authentication mechanism where message sender identities mayerlfied.
Additionally, peers may define a “community of trust”, which makgossible to limit
favor exchanging with trusted peers only.

4. Assembling a Large Grid

Currently, most computational grids are assembled using human iegotighis
procedure does not scale well, and is too inflexible to allow fgelapen grids. Peer-
to-peer grids present an alternative way to build grids withynsétes. However, to
actually assemble a large grid, peers must have an incenpvevide resources to the
system. OurGrid uses a unique incentive mechanism, namely therikeaifvFavors,
which makes it in each lab’s best interest to collaborate hétlsystem by donating its
idle resources [7][8].



The Network of Favors is a peer-to-peer reciprocation mechahenprovides
an incentive for peers to collaborate. A favor is the allocasioa grid machine to a
peer that requests it and the value of that favor is the valthee ofiork done for the
requesting peer. In the current implementation of OurGrid both @Ré&Jand amount
of transferred data are used to compute favor values.

A key feature of the Network of Favors is that each pm#&onomously
accounts and records the total value of favors it has given aveddeom other peers,
thus When having to choose to whom a certain machine should be given, peers
prioritize other peers that they owe more favors.

5. Conclusion

OurGrid has been in production since December 2004 and since then it has had
active community of users. Joining is automatic; no paperwork or approvals of any sort
are required. The vision is that OurGrid provides a massive wakdwdomputing
platform on which research labs can trade their spare compute foovtiee benefit of

all. An up-to-date status of the community may be seen at h#piSsiurgrid.org/.

Our main challenge now, besides continuing the development of a shoiplst and

fully featured middleware, is to foster the growth of a user conity that can take
advantage of the software.
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